
ECON3430 Managerial Economics
Lecture 9 (Week 10), Semester 2, 2015
Cameron Murray

Topic 9: Economics of information
Readings: Baye and Prince textbook. Chapter 12.

Additional material: Uncertainty and morality in a dynamic economics
Improving 'Neoclassical man' with a gaze heuristic
Ridiculous debates on funding health care 

Key concepts:
Risk versus uncertainty
Expectations in economics (maximisation within a distribution)
Selection - adverse, beneficial, asymmetric information, moral hazard
Signalling - the only way information can be communicated
Pricing with heterogeneous information (auctions and the main results)

Risk versus Uncertainty 
Good economists recognise the distinction between risk and uncertainty - which has been an 
established idea since Frank Knight’s days in the 1920s. Uncertainty proper is often referred to as 
Knighting uncertainty because of Knight’s role in promoting this distinction within economics.

Uncertainty must be taken in a sense radically distinct from the familiar notion of Risk, from 
which it has never been properly separated.... The essential fact is that 'risk' means in 
some cases a quantity susceptible of measurement, while at other times it is something 
distinctly not of this character; and there are far-reaching and crucial differences in the 
bearings of the phenomena depending on which of the two is really present and 
operating.... It will appear that a measurable uncertainty, or 'risk' proper, as we shall use the 
term, is so far different from an unmeasurable one that it is not in effect an uncertainty at 
all. (Knight, 1921, Risk, uncertainty and profit) 

Risk 
We don’t know what is going to happen, but we do know what the distribution looks like. 

Uncertainty
We don’t know what’s going to happen, and we don’t know what a possible distribution looks like.

The image below captures this idea neatly. We can’t know the future value of some variable, like 
price or cost, but we can guess at the distribution of possible future values, and the narrower that 
distribution, the less risky those variables. But under uncertainty we don’t even know if the good 
being priced will even exist, not what will replace it, let alone the price of it.
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Most future outcomes are not rationalisable to risk. Examples include innovations by competitors 
into new product markets, natural disasters (which have a large impact on agricultural commodity 
prices), social and urban dynamics such as fashions and fads or government policy. Nassim 
Nicholas Taleb calls events which have never happened, and are hence unknowable in advance, 
‘black swans’. 

Notice that the textbook does uses the terms risk and uncertainty interchangeably. Be 
aware of this. I will be very clear about the distinction in any assessment items.

Basic ideas in risk
Mean (aka expected value)
The sum of probabilities that different different outcomes will occur multiple by the resulting 
payoffs. In the dice example, if your payoff is equal to the number rolled, the expected payoff from 
a single dice roll is 1/6 + 2/6 + 3/6 + 4/6 +5/6 + 6/6 = 3.5. Each term is the payoff times 1/6 (the 
probability of that payoff). For a smooth distribution (like in the above image) the mean (expected 
value) is also the centre of mass. 

Variance
The sum of the probabilities of each outcome multiple by the square of the difference between that 
outcome and the mean (expected value). For the dice roll example again it is 
(1-3.5)2/6+(2-3.5)2/6+(3-3.5)2/6+(4-3.5)2/6+(5-3.5)2/6+(6-3.5)2/6 = 2.54. This is a measure of how 
far the possible alternatives can be from the mean, and is a measure of the ‘fatness’ of a normal 
distribution. In the above image, the left hand side distribution has a larger variance than the 
middle distribution. 

Standard deviation
The square root of the variance.

Risk preferences
Most people are risk averse which means that they prefer certain outcomes to outcomes with a 
larger variance. For example, if there is a gamble with a 20% chance of winning $100 and an 80% 
change of winning nothing (meaning the expected value is $20), a risk neutral person would be 
wiling to pay $20 for that bet. They would be indifferent to having $20 or a 20% change of $100. 
Most people however, would rather have the $20 with certainty. They would pay less than $20 to 
take the gamble. 

However we know in real life that people do gamble in situations where the expected payoff is 
below the cost. In fact ALL gambling activity has this structure and requires risk loving (or risk-
seeking) people to play. Gambling at the casino, the races, on sport etc all has an expected payoff 
below the cost, yet people do it. 

Most research now suggests that people can be both risk averse in large gambles, but risk loving 
in smaller gambles. For producers in markets that require people to change habits, try purchasing 
in new ways or in new locations, understanding that they will likely first attract more risk loving 
people first, and risk averse people later, might be useful for marketing purposes. Risk aversion is 
probably the reason why tourists often eat at McDonalds in unfamiliar cities where the local food 
can be hit and miss. 

The addition of risk, i.e. a probability distribution around outcome variables, does not change 
anything about the standard profit-maximising approach being optimal. All that changes is that, for 
a risk neutral manager, the optimal choice should be when expected marginal revenue and 
expected marginal costs are equated, or E[MR] = E[MC]. 
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Application of risk analysis
The main way risk analysis enters firms decisions is through the ability to diversify projects to 
reduce variation in outcomes in exactly the same way investors diversify their portfolios to smooth 
out returns over time. Demonstration Problem 12-2 on p458 provides an example. 

Basic ideas in uncertainty
The basic idea of Knightian uncertainty is that the distribution of future variables cannot be known 
in advance. More generally uncertainty means that the variables that might be of interest in the 
future cannot be know in advance. For your firm it might be that case the the price of a future 
substitute produce that hasn’t been invented yet is a key determinant of your future profits. This 
simply unknowable outcome cannot be considered in risk analysis. 

So you do you makes choices under conditions of genuine uncertainty?

The main difference between analysis under risk, and analysis under uncertainty, is that ability to 
delay investments (or any choice) in order to wait for new information that was unknowable in the 
past. Think of the world and as an unfolding option tree to understand the basic idea of uncertainty. 

As shown above, at time 1 there are options A and B to consider, along with doing nothing (stay). 
At this point in time there is limited information about the options available after this choice has 
been made. Imagine that option A is to invest in specialist equipment to make a particular type of 
toy, while option B is to invest in equipment that can be used to make that toy or various other 
types, but at a higher cost. If you know that demand for your preferred toy is high enough you 
prefer option A because it lowers the per unit cost. But if demand is not there, option B allows you 
to produce other toys as well. You can also wait to see what will happen in the next week, month or 
year before making this decision, allowing you to gather more information but miss early 
opportunities in the fickle fads of children toy markets. 

Analysis of choices under uncertainty leads inherently to a value premium for great flexibility. We 
will explore this next week when we look at Real Options analysis, which is the name for this type 
of analysis. For now it is worth noting that the flexibility for continuous adjustment inherent in the 
‘gaze heuristic’ discussed in the advised readings makes it a better way to deal with the uncertain 
physical world. 
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Information and Selection 
When different people and firms have different information they may act differently to capitalise on 
that information advantage. 

Asymmetric information
A situation where a party one side of a transaction has better (or different) information from the 
other side. This is the default in most transactions. 

For example, company staff may have information about future products or decisions that outsiders 
do not have and will trade the company shares based on that information. This is insider trading. A 
buyer of insurance may have knowledge about their health/property/job prospects etc (whatever is 
being insured) than the insurer. A company might have a new product that they know is high quality 
but cannot properly communicate the full nature of the quality through its higher prices. An extreme 
example where the customer is uninformed is in experience goods or credence goods markets.

Experience goods
The quality of these types of goods are very difficult or impossible to know in advance. Films, art, 
personal services, etc. often fall into this category. I can’t judge how good a massage or haircut will 
be before getting one! In these types of goods prices are more often used as a signal for quality, 
and word-of-mouth reputations often provide reliable signals about product quality. 

Credence goods
Credence goods are of a type where the quality of goods cannot be known to the consumer even 
after consuming it. For example, I can’t know if my mechanism has done a high quality repair of my 
car or not. Unlike a film, where I know whether it was good or bad (in my personal judgement) after 
consuming it, I cannot know that my mechanical repairs were of a high quality (or in some cases 
whether I need the repair or whether it was done at all). I can take legal advice, but won’t know if it 
was better than other advice even after the fact. Markets in this type of goods are often 
characterised by reputation signals, such as membership of profession bodies, and heavily rely on 
word-of-mouth recommendations and loyalty over time to the same firm (to avoid once-off 
exploitation). Credence goods markets which are typically once-off or very infrequent transactions 
are often characterised by fraud and other dodgy practices, such as house building, real estate 
sales, second hand car dealers etc. This is why third-party inspection of second hand cars is 
advisable, and why you should ask a new mechanic to put the replaced part in the boot after the 
repair (to make sure they did it). 

Adverse selection
Adverse selection is the situation whereby one party acts on information they have that the other 
does not that results in a pool of individuals with undesirable characteristics. The canonical 
example is health insurance, where unhealthy people know their poor health more than the 
insurance company, and are hence attracted to health insurance, pooling their premiums with other 
unhealthy people. But some selection process occurs in just about every time resources are 
pooled together. 

Beneficial selection
No all section is adverse. What if insurance is a complement to other investments in good health? 
In this case we get beneficial selection in private health insurance markets. That is, those who 
contribute to the insurance pool are healthier on average than those who do not contribute. This is 
the case in reality when we look at Australian data on private health insurance. So the economics 
textbooks need to be revised! 

To make the point that selection effects of some type are always occurring, consider a firm that 
locates in a particular area, say near a university campus. That firm will likely get a disproportional 
number of job applications from students, and therefore may need to prepare to have more flexible 
staff conditions. Then again, its customers might also spend more than average on energy drinks 
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(or whatever students buy a lot of), and therefore the trade-off between staff selection and 
customer selection can be justified.

Moral hazard
In contracts and exchanges where one party does not bear the full risk of its actions there is a 
potential for moral hazard. Agents may take risky actions that bear costs on others for their own 
benefit. Those actions must be hidden insomuch as the other parties cannot determine whether it 
has or has not happened (such as being negligent). 

For example, when hiring a car and you choose to also get additional insurance you may drive 
more recklessly than if you didn’t have additional insurance. Employees who become secure in 
their jobs may choose to devote less effort to work because they no longer fear the loss of the job.

Moral imperative
But like selection, the degree to which moral hazard is a problem depends on each person’s 
individual preferences or situation, and it may well be the case that removing downside risk 
increases productive efforts. 

For example, a high level of welfare support may incentivise people to be more fussy about the 
work they take, but it may also allow people to take risks starting new business ventures that they 
wouldn’t take in the absence of that insurance, which adds to the economic pie from which that 
insurance is paid. We know that under pressure jobs requiring high-level thinking ability are usually 
done poorly under stress and time pressure (which have security of contract can remove), while 
simple manual tasks can be maintained to a reasonable quality.

Signals and screening 
How to we find out or communicate underlying information from and to others? And how do we 
know it is reliable?

The basic idea behind signalling information is that the signal is correlated with the variable of 
interest. Michael Spence in 1973 provided the canonical example used in economics (though the 
idea has a much longer history). 

Put simply, since a potential employer cannot observe the quality of the job applicant they rely on 
signals that correlate with the employee’s underlying ability. For example, a degree from a top 
university provides the information that the employee has beaten many other potential students to 
that university position, and been able to complete the degree. The ability to do those things is 
likely to correlate with the ability to do the job at hand. 

Moreover, the role of university degrees is then not to provide job-skills, but to provide signals of 
underlying abilities to self-learn and get things done within timeframes. If a person had low abilities, 
getting the degree would be much more costly than for someone with high abilities. It is hence a 
costly signal of underlying qualities that aren’t observable. This explains why we see many 
employers hiring not on the field of study, but simply using a degree as a signal of underlying 
ability. 

Before signals became popular in economics they were studied widely in biology and linguistics. In 
animal communication the idea that signals can be faked unless they are costly helps explain the 
tail feathers of the male peacock, since only the fittest males can survive carrying around those 
feathers. The feathers are a signal of underlying fitness. The lesson from biology is that signals 
turn out to be important ways that people derive information in repeated cooperative games (as I 
alluded to last week).
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Screening and Selection devices
Private country clubs and other institutions are often used as signals of social class because of 
their ridiculously high membership fees - only those with the wealth to afford the fee and do it, 
hence observing membership at the club is a good indicator that the person is of a the ‘wealth’ 
type. 

For professional services, a common screening device is through membership of professional 
organisations. For example Chartered Practising Accountant credentials ensure your accountant 
abides by specific codes of conduct; if they have previously failed to meet the standards, they 
would be unable to maintain the accreditation.  

In the mafia, to ensure new members are loyal they may fake an arrest or abduction by a rival 
organisation to see if the potential member squeals under pressure. This ensure that each 
accepted members has a high threshold for torture and extreme loyalty.

Self-selection describes any method whereby the actions of individuals reveal to others the 
information they hold. 

Price signalling
In the first lecture we emphasised how prices perform two main functions - rationing and signalling. 
Signalling to potential customers is a valuable way to maintain productive relationships at all 
stages of production (where the customer is a downstream producer as well). 

But where there exists opportunities for collusion amongst firms in price setting, that is, they are 
expected to compete on price and quality yet would prefer to collude and raise prices if this was 
legal, prices can be used to aid implicit collusion. This is called price signalling, and the link below 
provides important discussion on this topic by the Australian Competition and Consumer 
Commission. 

https://www.accc.gov.au/business/anti-competitive-behaviour/price-signalling 

The main difference between pricing and price signalling is that the function of pricing is to inform 
customers, while price signalling is about informing potential competitors. That means that private 
disclosures of prices between competing firms (i.e. a price if given the the competitor but not the 
potential customers in the market) is prohibited. But there are many other ways that firms can 
announce their pricing intentions to the market in a way that provides information to competitors 
about their cooperative strategy. For example, by announcing a planned price response to a 
government policy, the firm is implicitly making a promise to their competitors about their strategy, 
and we know from our previous studies of cooperative games that learning about the strategy of 
others enable a cooperative outcome to be sustained, even in a prisoner’s dilemma situation. 

Pricing methods with heterogeneous information 
The methods by which prices are established can be adjusted to take advantage of information 
variation between sellers and amongst potential buyers. This is the domain of auction theory. Most 
analysis on auction theory assumes that both buyers and sellers are risk neutral. This is probably a 
good assumption for the average result, but in particular circumstances, in particular cultures, at 
particular times and locations, these results may not strictly hold. 

We first describe four main auction methods and the optimal bidding strategy when each bidder 
knows their own independent private valuation of the good (i.e. the each know exactly what it is 
worth to them).  We then look how these outcomes can change when auction bidders do not have 
independent private valuations, such as when they have affiliated value estimates (i.e. what each 
person thinks it is worth depends on what others think it is worth), or whether there is a common 
value (i.e. the true value is the same ver every bidder, but they don’t know what that value is). 
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English auction
Where the auctioneer makes public announcements of an opening bid and asks for higher bid from 
the audience and sells to the highest bidder when no further bids are made. This is a common 
method in home auctions in Australia. Notice that as each bid is made all potential buyers present 
are provided with new information about the willingness to pay of others. 

When each bidder has independent private valuations the optimal bidding strategy is to continue to 
bid higher until the price exceeds your valuation (i.e. to bid to your valuation if needed).

First-price, sealed-bid auction
This is a common method for tendering processes, whereby each bidder puts their maximum price 
(or minimum price in the case of tenders) in written form to the seller and the one who offers the 
highest price wins the auction. 

When each bidder has independent private valuations the optimal bidding strategy depends on 
your information about the valuations of other bidders. 

When you know the maximum and minimum (L) valuations of others, and and how many others 
will bid, that optimal bid, b, is v - (v - L)/n

When there are an infinite potential bidders this resolves to b = v so that, like in the English 
auction, the optimal choice it to bid your own private valuation.

Dutch auction
A Dutch auction is also know as a descending price auction, where the auctioneer starts with a 
high price and asks if anyone is willing to pay, then decreases the price in small increments until 
the first acceptance in which case the auction is over. Unlike the English auction potential buyers 
do not get to observe any new information in the process about the willingness to pay of others. 

When each bidder has independent private valuations the optimal bidding strategy is to bid as 
soon at the price reaches your valuation.

Second-price, sealed-bid auction
This type of auction is different from the first-price, sealed-bid auction in that the winner is the one 
with the highest bid price, but they only need to pay the price set by the second highest bidder. 
This is very close to how eBay runs their auctions, and is in practice similar to an English auction in 
that the winning bidder need only pay an amount that exceed the second highest bidder’s amount 
by a tiny increment.

When each bidder has independent private valuations the optimal bidding strategy is to bid a price 
reflecting your valuation.

Affiliated (or correlated) values estimates
In most auction settings bidders don’t have enough information to have an accurate private 
valuation of the good, and may rely on the the bids of others as a signal of the true value of the 
good. For example, auctions of public land, oil and gas extraction or exploration rights and so forth, 
are very difficult to accurately value. But if you can observe the bid by others than you may be 
willing to bid more, especially since it reveals the disposal cost, or how much you could sell for if 
you on-sold to the next highest bidder. 

A special case of affiliated values is when there is a single objective and correct valuation for all 
bidders -  the good has a common value that bidders are seeking to find.

When valuations depend on the observed valuations of others then different auction methods can 
result in different outcomes.  
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Choosing which auction type
Because the English auction reveals information about the bids of others then in situations of 
affiliated value estimates this methods may result in higher prices because you can observe the 
valuations of others and when the winning bid is close to the second bid the auction winner is 
assured that if there is a common valuation (at least between the two bidders), they have paid that 
amount. 

In other situations, where information is not known about the bids of others before submitting a bid, 
the winner may experience a winner’s curse, whereby after they win the auction they gain new 
information that others were not willing to bid anywhere near that amount. If there is a true 
common value, they have overpaid. For example, I worked for property developer once that bid 
$42million for a former government site. They one the first-price, sealed-bid auction. But after they 
won and committed to send $42million is was revealed that the net highest bid was $34million (with 
many other bids clustered between $24 and $30million). They could have won the auction at a 
price of $35million, so they curse here is that they paid $7million more than they had to under the 
circumstances. 
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